Deep Reinforcement Learning

o Tatla
Staig-Action akss

(El Learning

Deep Q Learning



Deep Q-Network

DON AEFRXEZEIB Q-learning Hix, MTE Q-learning #, XK
BRIZEE—1 state T action B9 reward , BDIRZ - BHEEBEREL Q(s,
a) o BEREXLFESP, RESEBENEEAHBAETEELENESF, =&
FIEERMER R, FRLUEREIER Value Function @%@ FAUISEBRAY,
EgLX1§%T1ﬁ1E|Z|§&iE1L‘X ( Value Function Approximation ) HYZ&R/I A

DQN 27 Q-learning AR A _EREXR HUETHY 5 7A R GRS EK

¥, FEBERITETENCIF = : £LIE[EIH (replay buffer), LUKz BFRMLE
(target network)



Deep Q-Network
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Algorithm 1: deep Q-learning with experience replay.
Initialize replay memory D to capacity N = ... .. e EGET D
Initialize action-value function Q with random welghts 9 e T FEARRIEQ Q
Initialize target action-value function Q with weights 6~ = GM* s
For episode = 1, M do
Initialize sequence s; = {x; } and preprocessed sequence ¢; = (s;)
Fort=1,T do
With probability ¢ select a random action a; ......
otherwise select a; =argmax, Q(¢(s:),a; 0)
Execute action g, in emulator and observe reward r, and image x; . ;
Set s;+1=5;,d;,%;+1 and preprocess ¢, . ; =¢(s,41)
Store transition ((bt,at,rt,qbt +1) IND L s e . TEREEUEFID
Sample random minibatch of transitions (gb-,aj,rj,qﬁj +1) fromD _  MDEEH%Ebatch sizeSE iR

i if episode terminates at step j+ 1
Sety, rj+7y maxy Q(q&J 1o 9_) otherwise .

S ﬁg%if:‘f@?ia ction

2 PATEETE, BFHEH
Perform a gradient descent step on (yj -0 (45 a5 6) ) with respecttothe . . .

network parameters 0
Every C steps reset Q= 0. . .« BREHQ
End For
End For




Deep Q-Network Agents

The deep Q-network (DQN) algorithm is a model-free, online, off-
policy reinforcement learning method. A DQN agent is a value-based
reinforcement learning agent that trains a critic to estimate the return
or future rewards. DQN is a variant of Q-learning.

DQN agents can be trained in environments with the following
observation and action spaces.

OCbservation Space Action Space

Continuous or discrete Discrete



Deep Q-Network Agents

DQN agents use the following critic.

Critic Actor

Q-value function critic Q(5,A), which you create using | DQN agents do not use an actor.
rlQvalueFunction or rlvectorQvalueFunction



Deep Q-Network Agents

During training, the agent:

Updates the critic properties at each time step during learning.

Explores the action space using epsilon-greedy exploration. During
each control interval, the agent either selects a random action with
probability € or selects an action greedily with respect to the value
function with probability 1-€. This greedy action is the action for
which the value function is greatest.

Stores past experiences using a circular experience buffer. The
agent updates the critic based on a mini-batch of experiences
randomly sampled from the buffer.



Critic Function Approximator

To estimate the value function, a DQN agent maintains two function
approximators:

« Critic Q(S,A;0) — The critic, with parameters ¢, takes observation S and
action A as inputs and returns the corresponding expectation of the long-
term reward.

- Target critic Q(S,A;¢,) — To improve the stability of the optimization, the
agent periodically updates the target critic parameters ¢, using the latest
critic parameter values.

Both Q(S,A;¢) and Qt(S,A;¢,) have the same structure and parameterization.

During training, the agent tunes the parameter values in ¢. After training, the
parameters remain at their tuned value and the trained value function
approximator is stored in critic Q(S,A).



Agent Creation

You can create and train DQN agents at the MATLAB® command line or using
the Reinforcement Learning Designer app. At the command line, you can
create a DQN agent with a critic based on the observation and action
specifications from the environment. To do so, perform the following steps.

1. Create observation specifications for your environment. If you already have
an environment interface object, you can obtain these specifications using
getObservationinfo.

2. Create action specifications for your environment. If you already have an
environment interface object, you can obtain these specifications using
getActionlinfo.

3. If needed, specify the number of neurons in each learnable layer or
whether to use an LSTM layer. To do so, create an agent initialization option
object using rlAgentinitializationOptions.

4. If needed, specify agent options using an rIDQNAgentOptions object.

5. Create the agent using an rIDQNAgent object.



Agent Creation

Alternatively, you can create actor and critic and use these objects to
create your agent. In this case, ensure that the input and output
dimensions of the actor and critic match the corresponding action and
observation specifications of the environment.

1. Create acritic using an rlQValueFunction object.

2. Specify agent options using an rIDQNAgentOptions object.
3. Create the agent using an rIDQNAgent object.

DQN agents support critics that use recurrent deep neural networks as
functions approximators.



Training Algorithm

DQN agents use the following training algorithm, in which they update
their critic model at each time step. To configure the training
algorithm, specify options using an rIDQNAgentOptions object.

Initialize the critic Q(s,a;d) with random parameter values ¢, and
initialize the target critic parameters ¢, with the same values. ¢=¢.

For each training time step:

1. For the current observation S, select a random action A with
probability €. Otherwise, select the action for which the critic value
function is greatest. A = arg max O(S, A; ¢)

A



Training Algorithm
2. Execute action A. Observe the reward R and next observation §.
3. Store the experience (S,A,R,S") in the experience buffer.

4. Sample a random mini-batch of M experiences (S;,A;,R;,S";) from the experience buffer. To specify
M, use the MiniBatchSize option.

5. If §'; is a terminal state, set the value function target y; to R;. Otherwise, set it to
Amax = arg max O(Si'. A", )
A

(double DQN)
vi=Ri+ }’QI(S:":Amax; ‘f’t)

yi=Ri+ymax Q«(Si', A" ¢p) (DQN)
"

To set the discount factor y, use the DiscountFactor option. To use double DQN, set the
UseDoubleDQN option to true.



Training Algorithm

6. Update the critic parameters by one-step minimization of the loss L across all sampled
experiences.

M
1 ;.
- Z{ O(Si, A, )

7. Update the target critic parameters depending on the target update method. For more
information, see Target Update Methods.

8. Update the probability threshold e for selecting a random action based on the decay rate you
specify in the EpsilonGreedyExploration option.



Target Update Methods

DQN agents update their target critic parameters using one of the

following target update methods.

« Smoothing — Update the target parameters at every time step
using smoothing factor t. To specify the smoothing factor, use the
TargetSmoothFactor option.

¢ = 1h + (1 — )b,

« Periodic — Update the target parameters periodically without
smoothing (TargetSmoothFactor = 1). To specify the update period,
use the TargetUpdateFrequency parameter.

« Periodic Smoothing — Update the target parameters periodically
with smoothing.



Target Update Methods

To configure the target update method, create a rIDQNAgentOptions

object, and set the TargetUpdateFrequency and TargetSmoothFactor
parameters as shown in the following table.

Update Method TargetUpdateFrequency TargetSmoothFactor
Smoothing (default) 1 Less than 1
Periodic Greater than 1 1

Periodic smoothing Greater than 1 Less than 1
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* Create Agent Using Deep Network Designer and Train Using Image Observations



Create Agent Using Deep Network Designer and Train Using Image Observations

This example shows how to create a deep Q-learning network (DQN)
agent that can swing up and balance a pendulum modeled in MATLAB®.
In this example, you create the DQN agent using Deep Network Designer.



Pendulum Swing-Up with Image MATLAB Environment

The reinforcement learning environment for this example is a simple frictionless
pendulum that initially hangs in a downward position. The training goal is to

make the pendulum stand upright without falling over using minimal control
effort.

4. Sirmple Pendulum Visualizer

- m} X




Pendulum Swing-Up with Image MATLAB Environment

For this environment:

*  The upward balanced pendulum position is 0 radians, and the downward hanging position is pi radians.

[
The torque action signal from the agent to the environment is from -2to 2 N « m.

* The observations from the environment are the simplified grayscale image of the pendulum and the pendulum
angle derivative.

The reward , provided at every time step, is
r=—(67+0.167 +0.001u>_,)
Here:

= @, is the angle of displacement from the upright position.

- 0, is the derivative of the displacement angle.
= u,_; is the control effort from the previous time step.



Create Environment Interface

Create a predefined environment interface for the pendulum.
env = rlPredefinedEnv('SimplePendulumWithimage-Discrete');

The interface has two observations. The first observation, named
"pendimage", is a 50-by-50 grayscale image.

obslnfo = getObservationinfo(env);

obsInfo(1)

ans =

rlNumericSpec with properties:

LowerLimit: @
UpperLimit: 1
Name: "pendImage"
Description: [@x@ string]
Dimension: [5@ 58]
DataType: "double"



Create Environment Interface

The second observation, named "angularRate", is the angular velocity of
the pendulum.

obsInfo(2)

ans =

rlNumericSpec with properties:

LowerLimit: -Inf
UpperLimit: Inf
Name: "angularRate"
Description: [@x@ string]
Dimension: [1 1]
DataType: "double"



Create Environment Interface

The interface has a discrete action space where the agent can apply one
of five possible torque values to the pendulum: -2,-1,0,1,0r2N * m.
actinfo = getActioninfo(env)

actInfo =

rlFiniteSetSpec with properties:

Elements: [-2 -1 8 1 2]
Name: "torque"
Description: [@x@ string]
Dimension: [1 1]
DataType: "double"”

Fix the random generator seed for reproducibility.
rng(0)



Construct Critic Network Using Deep Network Designer

A DQN agent approximates the long-term reward, given observations and
actions, using a critic value function representation. For this
environment, the critic is a deep neural network with three inputs (two
observations and one action), and one output.

You can construct the critic network interactively by using the Deep
Network Designer app. To do so, you first create separate input paths for
each observation and action. These paths learn lower-level features from
their respective inputs. You then create a common output path that
combines the outputs from the input paths.



Create Image Observation Path

To create the image observation path, first drag an imagelnputLayer from
the Layer Library pane to the canvas. Set the layer InputSize to 50,50,1 for
the image observation, and set Normalization to none.
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Create Image Observation Path

Second, drag a convolution2DLayer to the canvas and connect the input
of this layer to the output of the imagelnputLayer. Create a convolution
layer with 2 filters (NumFilters property) that have a height and width of

10 (FilterSize property), and use a stride of 5 in the horizontal and vertical
directions (Stride property).



4\ Deep Network Designer
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Create Image Observation Path

Finally, complete the image path network with two sets of reLULayer and
fullyConnectedLayer layers. The output sizes of the first and second
fullyConnectedLayer layers are 400 and 300, respectively.
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Create All Input Paths and Output Path

Construct the other input paths and output path in a similar manner. For this
example, use the following options.

Angular velocity path (scalar input):

* imagelnputLayer — Set InputSize to 1,1 and Normalization to none.

+ fullyConnectedLayer — Set OutputSize to 400.

* reLULayer

+ fullyConnectedLayer — Set OutputSize to 300.

Action path (scalar input):

* imagelnputLayer — Set InputSize to 1,1 and Normalization to none.

+ fullyConnectedLayer — Set OutputSize to 300.

Output path:
« additionLayer — Connect the output of all input paths to the input of this
layer.

* reLULayer
+ fullyConnectedLayer — Set OutputSize to 1 for the scalar value function.
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Export Network from Deep Network Designer

To export the network to the MATLAB workspace, in Deep Network
Designer, click Export. Deep Network Designer exports the network as a
new variable containing the network layers. You can create the critic
representation using this layer network variable.

Alternatively, to generate equivalent MATLAB code for the network, click
Export > Generate Code.

4 Deep Network Designer

Analyze |E

_. . = ’ )(

Expo
I | Generate Code
: [ | ) Numb
¥ Gen 7 h &

imageinputLay ‘
g ] Generate Code with Initial Parameters
Eﬂ image3dinputL =" Generate code for creating network: architecture with initial parameters
seq elnput D m
featurelnputl
B = =




lgraph = layerGraph();

templayers = [
imageInputlLayer([1 1 1],"Hame","angularRate"”, Normalization”, "none”
fullyConnectedLayer (400, "Name", "dtheta_fcl™)
reluLayer("Name”, "dtheta relul™)
fullyConnectedLayer (308, "Name", "dtheta fc2"}];

lgraph = addlayers({lgraph,templayers);

templayers = [
imageInputlLayer([1 1 1],"Hame","torque","Normalization”, " none")
fullyConnectedLayer(308, "Name", "torque_+cl"}];

lgraph = addlLayers(lgraph,templLayers);

templayers = [
imageInputlLayer([58 58 1], "Mame","pendImage”, Normalization”, "none™)
convolution2dLayer([1@ 18],2, "Name™,"img_convl", "Padding”,"same","Stride"”,[5 5])
reluLayer({"Name”,"relu_1")
fullyConnectedLayer (408, "Name", "critic_theta_fcl")
reluLayer("Name”, “theta relul")
fullyConnectedLayer(308, “Name", "critic_theta fc2")];

lgraph = addlayers({lgraph,templayers);

templayers = [
additionlLayer(3,"Name™,"addition™)
reluLayer({"Name”,"relu_2")
fullyConnectedLayer(l, "Name","stateValue")];
lgraph addLayers({lgraph,templLayers);

lgraph = connectlayers(lgraph,“torque fcl™,"addition/in3");
lgraph connectLayers(lgraph,“critic_theta fc2","addition/inl"};
lgraph = connectlayers(lgraph,”dtheta_ fc2","addition/in2");



Export Network from Deep Network Designer

View the critic network configuration.

figure
plot(lgraph)
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Export Network from Deep Network Designer

Specify options for the critic representation using rlOptimizerOptions.
criticOpts = rlOptimizerOptions('LearnRate',1e-03,'GradientThreshold',1);

i criticlpts |

11 rl0ptimizerOptions

ad - 0

HH LearnRate 1.0000e-03
HH GradientThreshold 1

= GradientThresholdMethod  "12norm”

H L2ReqularizationFactor 1.0000e-04

= Algorithm "adam”

@] OptimizerParameters 1x1 OptimizerParameters




Export Network from Deep Network Designer

Create the critic representation using the specified deep neural network
Ilgraph and options. You must also specify the action and observation info for
the critic, which you obtain from the environment interface.
net = dinetwork(lgraph);
critic = rlQValueFunction(net,obslnfo,actinfo,...

"ObservationinputNames",
["'pendimage”,"angularRate"],"ActioninputNames","torque");

critic
&) 1x1 rl@%alueFunction

00 « a
®| Observationinfo 2x] rlNumericSpec
®| Actioninfo 1x1 ri1FiniteSetSpec

=1 UseDevice "epu”



Export Network from Deep Network Designer

To create the DQN agent, first specify the DQN agent options using rIDQNAgentOptions.
agentOpts = rIDQNAgentOptions(...

'UseDoubleDQN'false,...

'CriticOptimizerOptions',criticOpts,...

'ExperienceBufferLength’,1e6.,...

'SampleTime',env.Ts);
agentOpts.EpsilonGreedyExploration.EpsilonDecay = 1e-5;

| eritic | azent | agentlpts |
1zl rlDOMAzentOptions
oo « |
UseDoubleDQM
EpsilonCGreedyExploration
CriticOptimizerCptions
- TargetSmoothFactor
| H TargetUpdateFrequency
ResetExperienceBufferBe...
[ Sequencelength
H MiniBatchSize
I NumStepsToLookAhead
| H ExperienceBufferLength 1000000
- SampleTime 0.0500
H DiscountFactor 0.9900
£l InfFoToSave 1x1 struct

i
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Export Network from Deep Network Designer

Then, create the DQN agent using the specified critic representation and agent
options.
agent = rIDQNAgent(critic,agentOpts);

| ecritic | Ement
11 rlDONAzent
oo « 0
[®| ExperienceBuffer 1x1 rlReplayMemory
@] AgentOptions 1x1 r1DQNAgentOptions
UseExplorationPolicy 0
|®| Observationinfo %1 rlNumericSpec
@] Actioninfo 1x1 riFiniteSetSpec
tH SampleTime 0.0500




Train Agent

To train the agent, first specify the training options. For this example, use

the following options.

* Run each training for at most 5000 episodes, with each episode lasting
at most 500 time steps.

* Display the training progress in the Episode Manager dialog box (set
the Plots option) and disable the command line display (set the
Verbose option to false).

 Stop training when the agent receives an average cumulative reward
greater than -1000 over the default window length of five consecutive
episodes. At this point, the agent can quickly balance the pendulum in
the upright position using minimal control effort.



Train Agent

trainOpts = rlTrainingOptions(...
'MaxEpisodes',5000,...
'MaxStepsPerEpisode’,500,...
'Verbose'false,...
'Plots''training-progress,...
'StopTrainingCriteria',AverageReward,...
'StopTrainingValue',-1000);



Train Agent

You can visualize the pendulum system during training or simulation by using the
plot function.
plOt(enV) ) =G




Train Agent

Train the agent using the train function. This is a computationally
intensive process that takes several hours to complete. To save time while
running this example, load a pretrained agent by setting doTraining to
false. To train the agent yourself, set doTraining to true.

doTraining = false;

if doTraining

% Train the agent.

trainingStats = train(agent,env,trainOpts);
else

% Load pretrained agent for the example.

load('MATLABPendImageDQN.mat'agent');
end
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Episode Information (rIDQNAgent):

Episode reward: -804.8288
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Simulate DQN Agent

To validate the performance of the trained agent, simulate it within the
pendulum environment. For more information on agent simulation, see
rlSimulationOptions and sim.

simOptions = rISimulationOptions('MaxSteps',500);

experience = sim(env,agent,simOptions);
totalReward = sum(experience.Reward)

totalReward = -888.9862
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DRL ~FIHS

% Create Agent Using Deep Network Designer and Train Using Image Observations
openExample('control_deeplearning/CreateAgentUsingDNDAndTrainUsinglmageObsExample')
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